
Preface

This dissertation marks the end of my Ph.D. study which began on September 1st, 1998. The
study was carried out at the Center for Fast Ultrasound Imaging (CFU), the director of which
is my advisor Prof. Jørgen Arendt Jensen. CFU is based in the department Ørsted•DTU, at
the Technical University of Denmark. Initially the goal of the project was to develop and test
a method for real-time 3D imaging based on the “exploso-scan” - a real-time scanning proce-
dure developed at Duke University and for 10 years the only real-time 3D scanning technique.
This approach involves the transmission of a wide ultrasound beam followed by the reception
of multiple parallel beams, which are formed within the transmitted beam. The imaging relies
on the use of 2D matrix arrays. Because not all of the elements can be accessed due to tech-
nological limitations, the major challenge is to select the active elements in such a way as to
minimize the artifacts introduced by doing so. The initial efforts in the design of sparse 2D
arrays resulted in a presentation at the 25th anniversary of the Danish Biomedical Engineering
society1.

A turning point in my research was the article by G. R. Lockwood and colleagues, ”Real-time
3-D ultrasound imaging using sparse synthetic aperture beamforming” [1] which I read in the
spring of 1999. In this article it is shown how a 3-D volume can be scanned plane by plane using
synthetic transmit aperture. Usually 5000 transmissions followed by receptions are possible for
a normal scan situation. In the paper it was shown how with only 5 emissions a plane could
be scanned. If the volume is divided into 50 planes, then the number of volumes scanned per
second is 20. All this is achieved without compromise in the image quality, (as the one existing
in the “exploso-scan”), and is realizable with a conventional phased array and only 64 channels.
At that time, the building of the experimental scanner, which now is known as RASMUS2, was
well under way, and the budget allowed only for 64 digital receive channels. These factors
combined weighed down the pair of scales in favor of the synthetic aperture focusing. The
field of synthetic aperture medical ultrasound imaging has never left the area of research. Apart
from the technical issues, one of the hold-backs of implementing this modality in commercial
scanners was its perceived inapplicability for blood flow imaging. Led by the principle ”never
say that this cannot be done”, the firm believe that this was the way to go, and encouragement
by my advisor and colleagues (mainly Peter Munk) I boldly plunged into this exciting, and new
to me (and to the other members of CFU) field.

A modern scanner is unimaginable without the capability to visualize the blood flow. The
algorithms for velocity estimation operate on data sequences formed from the samples at the

1The talk was a part of a contest for student presentations, and won the third prize.
2RASMUS stands for Remotely Accessible and Software-configurable Multi-channel Ultrasound System.

v



same spatial position acquired at successive emissions. In conventional scanners the data used
for velocity estimations is acquired by transmitting several times in the same direction. This
was not possible using the existing synthetic aperture algorithms. At least several emissions
were necessary before a scan line was formed. The idea was to modify the way the synthetic
transmit aperture was implemented and to create a new image at every emission. My advisor
Jørgen Jensen suggested a recursive algorithm for the beamformation, and I worked out the
details of implementing it. The image is updated after every emission. This is done by adding
the newly acquired information to the beamformed image and discarding the old information
acquired several emissions ago. I suggested several more versions of the recursive imaging,
but they remained unexplored since my efforts were later shifted towards designing motion
compensation algorithm and a new velocity estimator.

In 1999 RASMUS was still on the design table, and another system was needed for the experi-
mental verification of the method. The experiments were supposed to answer several questions:
whether the time-domain focusing algorithms using linear interpolation could produce high-
resolution images; whether the recursive procedure worked; how many emissions were neces-
sary to obtain images with low grating lobes; what the correspondence between the simulations
and the measurements was. Such a system, the XTRA system, was available at CADUS3- and
kindly given at my disposal by Dr. Jens Wilhjelm, the director of CADUS. The experiments
went as planned, and the results were in good correspondence with the simulations.

Most of the year 1999 was spent for teaching and for developing the system software and test
programs for RASMUS. This software was developed, and almost finalized without any actual
hardware present. In time it became apparent that the initial plans for developing and producing
the system were too ambitious, and that the system would be delayed. More measurements
were needed to test the possibility of estimating the blood flow using recursive imaging. A
special course, in which I was a co-tutor, was organized for Kim Gammelmark, who calibrated
the XTRA system and did an excellent job of scanning a tissue mimicking phantom at 65
separate positions. The raw channel data from 64 channels for 13 emissions at every positions
were stored. The abundance of data allowed for different imaging strategies to be tested using
off-line beamforming. The attempts to estimate the velocity using recursive ultrasound imaging
on the acquired data, however, failed.

The major cause for the failure were the motion artifacts. They were caused by the relative
motion between the phantom and the change in position of the transmitting element. The next
year, 2000, was spent searching for algorithms for motion compensation.

Two articles played a decisive role in the way my efforts took: “Motion estimation using com-
mon spatial frequencies in synthetic aperture imaging” by Bilge, Karaman and O’Donnel [2],
and “Sparse array imaging with spatially-encoded transmits” by Chiao, Thomas, and Silver-
stein [3]. The former showed that the images obtained using the same pairs of transmit and
receive elements exhibit higher correlation, and that it was possible to estimate the gross tissue
motion. The latter discussed how to use the same transmit elements at every emission com-
bined with spatial encoding. The ideas from these two articles were further developed by me
resulting in a combined motion compensation and velocity estimation scheme. The velocity
is estimated from motion compensated data. The estimated velocity is used for motion com-
pensation and so on. The motion compensation was applied on data obtained with and without
spatial encoding. The performance was successfully tested on the data measured by Kim. Both
the standard deviation, and the bias were around 2 %. There was one “but” - the data contained

3CADUS stands for Center for Arteriosclerosis Detection with Ultrasound. The center is based at Ørsted•DTU.
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no noise. Noise increases the uncertainty of the estimates. The approach heavily relies on the
success of both, the velocity estimation and motion compensation. The failure of any would
result in the failure of the other.

Another event of great importance to me was the lecture given by Martin Anderson (co-
authored by Gregg Trahey): “The k-space analysis of ultrasonic flow estimation”. It was
delivered at the International Summer School on Advanced Ultrasound Imaging, held at the
Technical University of Denmark from July 5 to July 9, 1999. In this lecture an attempt to
characterize some transient effects in ultrasound was made. This gave me the inspiration to
develop a model explaining the motion artifacts.

The result of all these efforts came in the spring of 2001. Apart from the simple model of the
motion artifacts, a modified velocity estimator was developed. The estimator can be applied on
the beamformed data from the recursive ultrasound imaging. The estimator needs no motion
compensation and is capable of estimating blood profiles. Even more, a frame of how to modify
most time-domain algorithms for velocity estimation was developed.

All the three years were marked by the continual effort to bring the experimental system RAS-
MUS to life, mainly developing the software and debugging the hardware. The joint efforts
of the group (in the last year mostly of Borislav Tomov and Peter Munk) were rewarded with
success in May 2001, when the first in-vivo images were obtained. The only unusual thing was
that these were not conventional B-mode images as everyone expected, but images obtained us-
ing synthetic transmit aperture. Only two emissions were used in transmit. The transmissions
were carried out using multiple elements and frequency modulated pulses. The beamformation
was done off-line, using a standard PC and the ”Beamformation toolbox”. The speed was satis-
factory, approximately one frame per second. The frequency modulated pulses were designed
using a script by Thanasis Misaridis, a fellow Ph.D. student whose project involved the use of
coded excitations.

Since my years as an undergraduate student I have had fondness for 3D graphics. My hopes
of making some advanced visualization and 3D volume rendering did not come true, but some
work in the field was done. A visualization module for RASMUS was needed and the big
question was whether an average PC could cope with the task. In 1995, I saw a demo by
Dimitar Lazarov, a friend of mine, who showed to me how morphing could be implemented by
mapping textures to polygons and changing the shape of the polygons. Later he made a screen
saver using OpenGL. The screen saver was simple - triangles rotating on the screen with colors
blending from one to another. From the screen saver I saw how the blending of the colors
could be realized in OpenGL with very few commands. The hardware acceleration resulted
in a breakneck frame rate. This gave me the idea to use OpenGL and hardware acceleration
instead of optimizing the existing algorithms for scan-conversion. The acquired data is treated
as a texture which is mapped onto a number of rectangles. The shape of the rectangles is
distorted to match the geometry of the scanned region. The rendering and the interpolations
are performed by the 3D accelerated video card. Based on a small engine written by me, Juan
Pablo Gómez Gonzaléz developed a visualization program for his M.Sc. project.

During the project I worked on a number of problems, some more theoretical, other very practi-
cal, but all of them interesting. I tried to summarize the most important results achieved during
the past three years in this report. I hope that this brief historical overview of my work will give
a better perspective on the contents of the dissertation (as it presently is).
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